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1. Introduction

This document is a Best Practice study of the implementation of APLAWS+. Three local authorities that have
implemented APLAWS+ were chosen. The authorities selected were Fylde Council, Harrow Council and the States
of Guernsey.

This document details the best practice for setting up various aspects of APLAWS+ such as:
*  Workflows

* Roles and Permissions

» Folder structure

e Styling

* Metadata

» Content migration

It is aimed at providing useful information and experience to local authority web managers. Readers need an current,
practical knowledge of the APLAWS system but do not require extensive technical skills or developer knowledge.

2. Important elements for a successful project

It was clear from speaking to the local authorities that there are a number of key elements that need to be present
in order to implement APLAWS+ successfully. These include:

» Support from the senior management
e Buy-in from the heads of services

» Astrong project leader

» Enough internal resources

e Areliable and knowledgeable supplier

e Clear success criteria

3. Background on the selected authorities before the start of the
project

3.1. Web site technology before integration with APLAWS+

The versions of APLAWS+ being used prior to upgrading to APLAWS+ were:

» London Borough of Harrow: APLAWS 5.2

e Fylde Borough Council: APLAWS 5.0

» States of Guernsey: APLAWS 5.2

Some of the reasons for upgrading to APLAWS+ were:

 Instability of previous versions of APLAWS

» Unfinished functionality in previous versions of APLAWS
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« New functionality e.g. additional content types, discussion forums, subsites, etc.

» CMS usability and accessibility improvements

4. Setting up the system

4.1. Workflows

A workflow is the process by which a page is created, checked, and added to the live site. Each workflow consists
of a number of steps that a content item must go through before it is published on the site. The default workflow
is called the Production Workflow and has three steps. An Author creates the page and does the initial work to set
up the page. An Editor can then check the page and make changes if needed. Finally, a Publisher is responsible
for a final check through before publishing the page to the live site. The later steps are dependent on the earlier
steps being performed and completed.

Custom workflows can be created to suit particular needs. Fylde, Guernsey and Harrow all have a Quick workflow,
in addition to the default, that groups the Author and Editor tasks together. This allows items to be created and
amended in one step. The second step is then the publication of the page to the live site. This workflow results in
faster and more efficient creation and updating of content.

In addition, Guernsey implements workflows specific to each department. This allows for the tailoring of the
process depending on department structure and staff responsibilities. For example, one workflow contains Author,
Editor, Collator and Publisher tasks; the Collator step being added as a separate type of editing required by that
department. Another of Guernseys custom workflows does not include the authoring stage and only allows for
existing pages to be edited and re-published. This is useful where a subject area on the live site is already defined
in scope and will not need to have new pages added.

4.2. Permissions: roles and groups

Permissions define privileges. In order to carry out specific tasks when using the CMS, users must have the appro-
priate permissions. Permissions can include reading, writing and deleting content, as well as administrative functions
such as indexing content pages. They can be assigned to a role, a group or to an individual user.

Roles define what actions users have permission to perform. By default, four roles are set up initially - Author,
Editor, Publisher and Manager. These overlap with the tasks outlined in the Workflow section above. If custom
roles are created, they need to be explicitly added to the appropriate tasks of the workflow(s) that are going to be
used by that role.

Groups are most often used to define permissions for multiple content sections; they can be used to organise roles
at a higher level.

Fylde use the default roles and have created a group for each folder of the website and the roles within them. The
benefits of this approach are simplicity of administration and speed of use.

Guernsey have created a role for each task within every workflow. The group structure mirrors the roles structure.
Users are added to the roles for the appropriate section that then gives them the right permissions to manipulate
content.

Harrow has a more complicated role structure as they have other needs to take into consideration along with best
practice aims. As they have a large number of users who require access to specific folders and must be able to take
different actions within those areas, they have created one or two roles for each folder and sub-folder. Some of
these are separate Author and Publisher roles but most have comprehensive permissions.

4.3. Back-end folder structure

The folder structure may parallel the site navigation or be very different. Each method has its benefits.
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Mirroring the site navigation makes finding your way around the content administration area very straightforward.
It also means Authors can see very easily where their pages will fit into the finished site, especially if their permis-
sions are set up to view only one folder; they simply would not be able create content elsewhere. Another advantage
of this method is that it becomes easy to see which pages, recommended or required by Council Website Guidelines,
have not yet been created.

The folder structure may alternatively be organized in another way, usually by the existing Council department
organization. This has the advantage of being more familiar to those dealing with web content and often makes
the setting-up of permissions simpler.

Harrow have organized their folder structure to reflect the navigation layout. Each main navigation category has
a corresponding folder in the back-end, which contains the sub-folders reflecting sub-divisions of the navigation
menu. Generally there is little overlap between departmental responsibility so there are seldom issues around
multiple departments accessing or changing the same folder.

Guernsey and Fylde both structure their back-end content administration by department. Fylde have a folder for
each department. Each department is responsible for various topics that may be found via different parts of the
navigation.

Guernsey have created a new content section for each department. This has the advantage of making access per-
missions very simple to administer, as well as keeping content separate and distinct. Each section can have its own
roles, groups and workflows making the back-end administration faster and more efficient.

5. Look-and-feel / Styling

5.1. Key Principles
5.1.1. Overview

An APLAWS+ website produced for a local council should observe three general principles: accessibility, usability
and maintainability. Accessibility means that the site content should be visible to the greatest number of people.
Usability means that the site should be simple to navigate and site visitors should be able to find what they are
looking for easily. Finally, Maintainability means that the site is easy to manage, so that council employees can
keep information up-to-date and relevant. This aspect is discussed throughout this document.

5.1.2. Accessibility

An accessible site is one that can be accessed and used by anyone. There are many different ways of accessing the
Internet using a wide range of devices. As such, the site designer and content authors should not make explicit
assumptions about what hardware or what particular browser a user may or may not be using.

Designers also need to ensure the design allows for colour-blind users, those not viewing images and those with
larger font sizes. In short, important information should be conveyed by content or layout, not by colour scheme
or design.

A site can be made accessible by following web standards such as the W3C's Web Accessibility Initiative guidelines
(www.w3c.org/WAI [http://www.w3c.org/WAI]) and by adhering to the small set of guidelines detailed in the
Content Migration section.

Web sites that are built using web standards will likely be future-proof. Web standards exist to provide a guide
for current and future developers of viewing software as well as site designers, and sites compliant with those
standards can be sure of optimum accessibility for their visitors. This is also good for the site owner as it minimizes
support and upgrade costs.

5.1.3. Usability

A usable site is one that is easy to use and navigate through in order to find relevant content quickly and efficiently.
A number of features are necessary to allow this including navigation, a breadcrumb trail, quick links, a dynamic
portal page, a search facility and site-map features.
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For best practice, a website should maintain a consistent, tree-shaped navigation structure that should be available
to the user in the same position on all pages on the site. APLAWS+ maintains such a structure in the navigation
category hierarchy. All three local authorities considered in this document make use of this feature, showing con-
sistent navigation bars that adapt to the users position on the site. Other pages at the same level are shown, as are
links back up to higher levels of the site. The depth of this navigation structure is important. The navigation
structure should be no more than three levels deep, excluding the root node. A navigation structure that is many
levels deep can become sparse and difficult to navigate. A good navigation structure should allow the user to get
to any place on the site with no more than three clicks from the homepage.

Related to the category navigation tree is the breadcrumb trail; a sequential listing of the folder-levels that the user
has passed through to get to a specific page. All three sites maintain breadcrumb trails as users move up and down
through the category structure. This gives the user a sense of where they are and how they got there.

All APLAWS+ sites feature a search page that allows the user to find keywords in the content on the site. Fylde,
Guernsey and Harrow all have a search box built into the page header that is visible in the top right corner of every
screen. All three sites also feature site-map functionality. This allows a user to quickly locate a content item,
provided they know its name. This is useful for humans but is of most benefit to spiders: automated programs used
by search engines. Using a site-map, a spider can quickly extract all the content of a site and add it to the search
engines database. This is good for the owner of the site as it means the site is more likely to generate higher search
rankings, which will drive more traffic to the site and raise the site's profile. It also means visitors have another
way to find pages that they need, without necessarily knowing anything about the website structure in advance.

Guernsey, Fylde and Harrow all have Quick Links sections on their home pages allowing easy access to important
and frequently accessed content pages. In addition, APLAWS+ provides functionality to display recently added
content items on the homepage through the use of a portlet. For example, Guernsey currently has a portlet for press
releases on its homepage that automatically displays the seven most recently added press releases. Similarly, Fylde
and Harrow have portlets on their homepages that display and automatically update designated news items and
articles in the root directory.

5.2. Design Integration
5.2.1. Introduction to Design Integration

Design Integration (DI) refers to the process of taking a non-functional design and converting it into a working
website. In the case of an APLAWS+ website, this would normally involve taking a design in the form of a JPEG
or PSD image and converting it first into CSS and HTML or XHTML, and then into XSLT (XSL Transformations).

APLAWS+' native output language is XML (eXtensible Markup Language) of which XHTML is a subset. The
XSLT written by the Design Integrator is responsible for converting this XML output into HTML or XHTML.

The advantage of this is that by simply rewriting the XSLT, the design of the entire site can be changed. Making
design changes at this level should be considered best practice as it means that all local authorities can use the
same version of APLAWS+, therefore benefiting from bug fixes etc. For example, Harrow, Guernsey and Fylde
all use the same underlying APLAWS+ system. The only difference between the appearance of these sites is the
design that is implemented by the XSLT.

5.2.2. User Experience

It follows that the quality of the DI work carried out on an APLAWS+ implementation, both on the XSLT and
CSS, will directly affect the user's experience of the site. At a superficial level, the look and feel of a site will affect
the user's perception of the site and the council. At a deeper level, the structure of the site's content will affect its
accessibility.

The layout of the site should conform to the user's expectations. It should be made in line with the principle of
'minimum surprise'. Ideally the user should already know how to use the site before using it because he or she will
have used other sites similar to it. Guernsey, Fylde and Harrow all have their navigation down the left side, a
header at the top and a footer at the bottom containing contact information. The content is displayed in the middle
of the page and an optional right column contains information specific to the page i.e. related links, downloads,
etc. This format is common to many websites and is familiar to most web users.
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It is crucial that users of browsers other than Internet Explorer 6 for Windows (the most commonly-used browser
at the time of writing) should also be able to access the site. Modern visual browsers should display pages using
the correct styling, and the site should degrade gracefully in older browsers. Users of other operating systems
should also be taken into account. Extensive cross-browser testing should be carried out on any design changes.
While styling degradation in older browsers is acceptable and should be expected, at no stage should content become
inaccessible. Hyperlinks should be straightforward anchor elements and should continue to work in the absence
of JavaScript, Flash, Java or any other technology. Fylde, Harrow and Guernsey's sites have been extensively
tested and work well on all modern browsers. They are also accessible to users using older browsers such as Internet
Explorer 4.

The site should also work well for users using non-visual browsers such as screen readers. This is best achieved
using a table free layout, which preserves document order. As CSS technology moves forward, more complex
table free layouts have become possible. Current designs for Guernsey are entirely table-free and preserve document
order. When viewed without styling Guernsey appears with the content at the top and the navigation underneath.
Thus the page can be viewed even in the absence of CSS. Fylde and Harrow are slightly older designs which use
hybrid layouts. A layout table defines the overall site structure, and content divs sit in the table cells. This is a less
desirable solution, though still accessible and it is easier to implement.

Also, because all the styling information is contained in the CSS file, it is possible to make certain major site
styling changes simply by modifying this one file. This reduces the time and money spent on upgrades and main-
tenance. The CSS file may be cached by the user agent, thus reducing the amount of information that must be
downloaded to display a page. This is good for users with low bandwidth connections and also good for the
council since reducing download sizes reduces the cost of hosting the site. Fylde and Harrow have slightly older
designs that use a hybrid approach. A table is used to define the layout of the site structure. This approach is ac-
ceptable, is easier to implement and is guaranteed to maintain the layout of the site in user browsers that either do
not support, or have minimal support for, CSS.

5.2.3. DI Methodology

APLAWS+ is built of three or four layers, each with associated XSLT styling. Overrides are applied at each layer,
which change the styling of the output. At the bottom is the ArsDigita layer which provides the basic CMS (Content
Management System) functionality. On top of this sits the APLAWS+ layer which provides the extra functionality
required by councils. On top of this are either one or two extra layers which provide the council-specific theme.

Theme-specific Layer

— 1 __

| Supplier-specific Layer|
l (optional) J

Figure 1. XSLT override hierarchy in APLAWS+

XSLT overrides should be made at the correct level. Council-specific changes should be made at the council-theme
level. Changes at the individual component level, which are part of the core system, are more risky because if they
are not rolled back into the APLAWS+ code base then these changes will be lost when the site is upgraded. Gen-
erally, such changes are only made as bug-fixes or as part of a product-wide APLAWS+ upgrade.
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5.2.4.CSS

It is considered best practice to extract as much styling information as possible into an external CSS stylesheet.
Inline styling tags such as the f ont tag are now deprecated and in the long term will not continue to be supported
by browsers. Use of the st yl e tag or st yl e attribute while preferable to the f ont tag is still discouraged in
most situations. Embedded styling produces large documents and reduces the amount of information which may
be cached which is bad for users of narrowband connections and is bad for the site owner who must pay for the
extra bandwidth. It also makes the site harder and thus more expensive to modify since the HTML itself must be
changed.

5.2.5. JavaScript

JavaScript should only be used for non-essential site enhancements as a significant number of users will not be
able to use JavaScript. For example Guernsey use JavaScript to produce rollover dropdown menus in their navig-
ation. These menus act as shortcuts and previews of deeper levels of the site. Without JavaScript, these rollovers
will not be visible and the navigation will work in the same way as Harrow or Fylde's which is still perfectly ac-
ceptable. Where necessary a noscr i pt alternative should be provided. JavaScript links should never be used,
as a significant number of users do not have JavaScript enabled, and thus will not be able to access these.

5.2.6. Other Technologies

Propriety technologies and formats should, in general, not be used except for superficial site enhancements. For
example, Flash games in the children's section are acceptable but Flash navigation buttons are not. The same rule
applies to Java applets and Director Movies. The user may be accessing the site from an Internet café or library
and may not have installation privileges, or may not have the plug-in available in order to be able to access these
technologies. PDF is the only format used for website-accessed files by the three councils considered here, and
this is a Best Practice recommendation by eGIF standards also. Word files may be used in addition to PDF, but
some site visitors will not be able to view them. These documents can also be used to spread macro-viruses, espe-
cially in older systems, so some visitors will choose not to access them for security reasons. PDF is acceptable for
downloads, though HTML is preferable if possible. The only format guaranteed to be accessible to all viewers is
plain HTML.

5.2.7.Validation

Any implemented design should pass a number of validation checks. The HTML should validate as either HTML
v4.01 or XHTML v1.0 as outlined in the eGIF technical specification. HTML validation can be carried out auto-
matically using the W3C markup validation service. (validator.w3.org [http://validator.w3.0rg/].)

In order to test the HTML for conformance, the validation service needs to know what version of HTML the doc-
ument is using. The DOCTYPE declaration at the beginning of the document informs validation services which
Document Type Definition (DTD) you followed when creating the HTML. This information allows the validation
services to test for conformance with the correct standard therefore it should be present on every page and is con-
tained within one of the template XSLT files.

The W3Cs CSS validation service jigsaw.w3.org/css-validator [http://jigsaw.w3.org/css-validator/] does the same
for style sheets.

The site should also pass accessibility checks. WAI Accessibility can be tested online using 'Cynthia’ and 'Bobby'.
Cynthia is available at www.contentquality.com [http://www.contentquality.com]. The site should certainly pass
section 1, and should preferably also pass section 2 and 3.

Bobby is available at: bobby.watchfire.com [http://bobby.watchfire.com]. Every council site should at least pass
A, and should preferably also pass AA. AAA is a difficult goal but is one to be aimed at.

6. Metadata

It is very important to ensure that all content has some vital pieces of metadata. APLAWS+ automatically enters
the Date, Subject, Category and Title which are required by eGIF and are based on information given elsewhere


http://validator.w3.org/
http://jigsaw.w3.org/css-validator/
http://www.contentquality.com
http://bobby.watchfire.com
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in the content creation process. It is suggested that at a minimum the following fields should be also completed to
improve the chances of content being found by search engines:

» Creator (owner):

» Creator (contact):

* Publisher:
* Rights:
» Keywords:

Other fields may be used when appropriate. If the above fields have at least been completed, it will increase the
chances of the individual content being found.

For more information about the definitions of the various fields, please view the ESD Standards at
www.esd.org.uk/standards/eGMS/eGMSWeb.pdf [http://www.esd.org.uk/standards/eGMS/eGMSWeb.pdf].

6.1. Pre-population

Either before or after an upgrade/migration to APLAWSH+, it is possible to pre-populate some of the fields where
the data will be the same each time. These are listed below with examples of the default data that can be populated
when clicking the Edit link on the Metadata page:

» Creator (owner): Council Name or Generic Email Address
* Publisher: Council Name

* Rights: Link to Copyright Policy or link to public license information

6.2. Manual Addition

When entering data manually, the same guidelines as outlined in the above sections should be taken into consider-
ation, however the following fields might also need to be entered or altered:

» Audience:
e Date (valid):
» Disposal Review:

» Creator (contact): (this field defaults to the Authors email address, and may need to be changed to either a
generic or departmental email address for privacy or to aid a swift official response time).

7. Content Migration

The best way to ensure success when migrating content, either from an older version of APLAWS to APLAWS+
or from a different web technology to APLAWSH+, is to plan everything in advance and create and maintain several
controlling documents so no content is missed. These are outlined below:

» Content Migration Spreadsheet (Back End) - create a spreadsheet that breaks down the folder structure within
the CMS. Identify the content types of the individual items, whether the content items have yet been migrated,
whether the items are Index pages, any notes to be added and whether the content items have been checked
for Quality Assurance by the migration co-ordinator (QA) and UAT (User Acceptance Testing relevant if the
migration is done by an external supplier or department.) There will be instances where content items are cur-
rently unpublished and it will need to be determined if those items should be migrated.


http://www.esd.org.uk/standards/eGMS/eGMSWeb.pdf
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« Content Migration Spreadsheet (Front End) - create a spreadsheet that details the navigational structure of all
the content items for use during UAT. A tool can be used to index your site and provide a navigation structure
or this can be done manually.

» Users, Roles and Permissions Spreadsheet - create a spreadsheet that details the users, the roles and their per-
missions, with columns for whether the item has been completed, QAd and ready for UAT.

The following sections detail the best way to approach content migration.

7.1. Manual Migration
7.1.1. Web site content / Pages

The text should be copied across to the new CMS by going to the content item, either through the current CMS,
or from the public-facing site and:

» Highlight the text

» Copy the text

» Paste the text into Notepad, or another text editor that removes any HTML
e Copy the text from Notepad

» Paste the text into the CMS text editor

« Highlight all text and select 'Normal' format, then use the text editor to create bold/italics text, headings, links,
etc. (the Normal format is also the default, but setting it explicitly helps ensure accessibility)

* Use the text editor to create bold/italics text, headings, links, etc.
A few other important points about the text editor:
« When inserting tables into the text editor, use simple markup. For example, do not insert cells within cells etc.

» To copying a table from another source, e.g. another web site or a Word document, it is best to create a brand-
new table, and not copy and paste, as the original table will most likely have font tags and other information
which will override the styling on the public-facing site

» Itisbest not to use the Insert Image icon from the text editor, as this will normally put the image at the bottom
of the page, so the Add Image or Image option (depending on the version of APLAWS+ being used) on the
content item's left navigation should be used instead

7.1.2. Content Types

Content types should be identified and enabled prior to the start of content migration. Any content types that will
not be used should be disabled so migrators and other content producers do not get confused.

In older versions of APLAWS certain content types did not exist so there may be times when an old content item
should be changed to a new content type.

For each content type that is chosen, a design template will need to be created so that the pages are styled correctly.

It is up to the individual Councils to decide which content types are used. It is recommended that at least the fol-
lowing content types be used:

e Address
» Atrticle

e Contact
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Event

File Storage Item
Inline Site

Multi Part Article
News Item

Press Release

Service

7.1.3. Additions to Body Text

There are several special functions that can be done to certain pages. These include:

Inserting Internal Links - to use body text links to other content items within the site, it is strongly advised that
the links are not inserted until towards the end of the content migration. The Content Migration Spreadsheet
notes column can be used to identify these items, which can be dealt with at a later date. Internal links can
vary, depending on the page to be linked to:

* Index pages can be linked by navigation structure: e.g. /ccm/navigation/community-and-living/
» Other pages have a Stable Link found in the Summary tab.
« Other pages could also be referenced by their url: e.g. /ccm/content/advice-benefits/clsp-contacts.en

Inserting Images in to Body Text - to insert multiple images in the text editor so that the images will display
where desired, the user should upload the images using the Image or Add Image on the left navigation (a user
can upload an image to the page, remove it from the page, but it will be available in the image database. The
image database can be accessed by choosing the 'Select an existing image' link and finding the image (easiest
way is to conduct a search for the name). When the image is located, hover over the image, right-click and
Copy the shortcut, which can then be pasted into the editor in HTML editing-mode. It is important when doing
this, that the user also adds al t tags to the image details, as this is important for accessibility.

Inserting Text Links for File Attachments - when inserting links within the body text to file attachments (normally
appearing as Downloads on the public-facing side), the user should copy the link on the Attach Files page for
the relevant uploaded file, and then paste this into the body text with appropriate HTML code. Note: if the user
copies from the public-facing site and pastes this into the editor, the link will not work.

7.1.4. Structural Content

Unknown / redundant functionality - should probably be removed from a future version of APLAWS+

7.1.5. Users, Roles and Permissions

The best way to migrate this data manually is by doing the following:

Create the Users

Add the Roles for the Content Section(s)
Assign Users to the Roles

Assign Users to the appropriate Workflow(s)

Assign Roles, or individuals to the Permissions table within the appropriate folders in the CMS
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7.2. Automated Content Migration

Although it is possible to automate some, if not all of the above processes for an APLAWS to APLAWS+ migration,
it is not currently known if any Council has achieved successful automated migration. Investigations into this have
taken place, however, the cost of actually automating the process, outweighs the cost to the Council by employing
students and other part-time employees to help carry out the migration.

Also, for Councils who are not currently on APLAWS+, special scripts would need to be written to either get some
of the detail from the HTML to insert into the database, or to map their existing database into APLAWS+, which
would likely have the same cost impacts.

Future projects for APLAWS+ may include automated migration.

8. Training

8.1. Prepare the ground

Establishing who needs training, and of what kind, is a crucial part of active implementation. Unless everyone has
the skills, knowledge and confidence to use and update the new site, the entire process will be largely pointless,
as the published information quickly becomes outdated. A wide range of needs must be covered, from the developers
and/or system administrators who will be maintaining and improving the system, through APLAWS+ administrators
who will be responsible for the day to day running of the site, giving users access, categorising content and in
many cases, publishing it to the live site - to the departmental users, who will have responsibility for creating new
content and for the upkeep of existing pages.

8.2. Internal champions

These are the people who are likely to promote the new site, to encourage their colleagues to explore new function-
ality and who have a good understanding of the system themselves. They are often the ones people turn to when
small problems come up. They have an important role, as even the smallest problem can stand in the way of full
and enthusiastic use of the new site. Training such people first facilitates the spread of APLAWS+ knowledge
throughout the organisation.

8.3. Qualified trainers

Bringing in a qualified trainer ensures that a certain standard of knowledge is achieved and that all users are
working with a similar skill-set. Qualified trainers may be from an external supplier, or be internal staff who have
had themselves had full training on the new system. Ideally, the system should be reasonably straight-forward and
intuitive, so it is easy to use for users with different experience and knowledge. However, a careful trainer will
speed up the process of learning and confidence-building and provide a friendly and competent guide to APLAWS+
use.

8.4. Training materials

Good trainers bring with them thorough documentation and short, user-friendly guides, which should be readable
enough to be used for further internal training, as new users come into the project. Cheat sheets for common tasks
are also very helpful. Setting up a practice site is beneficial as users can experiment and explore without fear of
damaging the live site. Many people learn best by doing and a practice site allows them to familiarise themselves
with the new system, without cluttering the live site, or risking something non-approved being found by external
site viewers. For those who prefer to focus on theory, the documentation should be comprehensive enough to
cover most scenarios of use, and give some idea as to why each aspect is important.
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8.5. On-going training

This can be done on a regular basis as a skills refresher or in a more organised way, using upgrades or other site-
wide changes as an springboard opportunity. Regular training sessions encourage users by confirming their existing
skills and highlighting new areas of APLAWS+ functionality that they can use.

9. Hosting and Support

9.1. General information
This section describes some general recommended practices for managing and controlling APLAWS+ installations.
9.1.1. Hardware Capacity Planning

The most important point to make regarding performance on an APLAWS+ system is that caching is essential.
For this reason the most valuable commaodity in an APLAWS+ installation is the physical memory available to
the system. All servers running APLAWS+ should be configured with 2GB of RAM where possible, or more, if
the quantity of data to be cached is higher. This is even more important for the database server. In addition to this
the APLAWS+ code base does not perform well in low memory situations so although an allocation of 192MB
may work for a development server; anything less than 512MB being allocated to the JVM on a production system
is likely to cause problems.

The next most important area to consider is the 1/O performance of the database server. Fast disks with a high
quality hardware based RAID controller are recommended when the size of the active data for the system exceeds
the physical RAM on the system.

APLAWS+ is not particularly CPU intensive so it will run correctly on most modern (2.4GHz+) Intel Xeon based
systems. As the application is threaded it is far better to buy a dual processor system than a single faster CPU.
However if there are budget constraints it is better to save on the CPU e.g. 2.8GHz+ P4 system, and spend more
on the quantity of memory.

Regarding clustering, the greatest benefit from doing this is the redundancy in the system, specifically the trans-
parent failover in the event of one of the APLAWS+ application servers failing. There will only be a performance
gain from this approach if the database server backing the solution is not a bottleneck.

The hardware requirements of the web server at the front of the system are fairly low; a single CPU system with
1GB of RAM will usually be sufficient. The server only needs to cache the most commonly accessed subset of all
of the live data, and in most cases 1GB, less the footprint of the operating system and the web/proxy servers, is
sufficient.

Finally there will usually be a requirement for a development or staging server if any development work is to be
undertaken. Because of the number of APLAWS+ instances which would be running on those boxes currently,
having at least 2GB RAM is essential. The CPU speed is not so important though, and because the development
servers only relate by virtue of CVS control they can be moved to additional servers without causing failures.

9.1.2. Software Deployment

APLAWS+ is best understood in terms of a three tier architecture, as shown in the figure below.
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= Application server

Application Server
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Database Server
Containing all the user
authored content on the
system

Figure 2. Three tier architecture

Although all of these tiers can exist on a single box, or each tier could be comprised of a cluster of several servers,
the logical separation is still there and is the best way of viewing the installation.

The lowest tier of the system is the database server where the majority of the system data resides. All of the inform-
ation comprising the state of the system is held there and thus is the primary focus regarding backup of the system.
APLAWS+ supports Oracle and PostgreSQL, and for most small to medium sites the latter is preferable. The ad-
vantages of going with Oracle are

» Better performance with large (>2GB) data sets
» Search indices contained inside the database, which is a boon with clustered application servers
» Robust database clustering if uptime requirements are high, and budget is there to match

The increased complexity and the vendor lock-in with Oracle make it less appealing for most typically-sized sites.
The cost of going with Oracle should always be compared with the cost of buying faster or more reliable hardware.

The middle tier consists of the web applications comprising the operation of the APLAWS+ system. Again there
are two choices, this time regarding the servlet container, specifically Tomcat or Caucho's Resin. Resin provides
a faster environment for the servlets, and its clustering technology is more stable and better documented. Tightly-
woven integration with other web services could also happen at this level, but it is best to strive for isolation
between the applications.

Finally the top tier is the web server, that primarily handles the caching of the content on the site. Invariably this
will involve an Apache HTTP server to connect to the web servers either via a reverse proxy (if connecting to one
application server) or via mod_caucho or mod_jk2 if the application servers are clustered. For a live server it is
practically a requirement to cache the responses from the server at this point too. This can either be done using
Apache's mod_proxy module or a separate squid instance (the latter giving improved performance at the cost of
greater complexity).

It is here that loose integration with other web services would happen, primarily because of the Apache server's
ability to act as a router for HTTP requests. The integration question is also one of the key drivers on the choice
of hosting internally or externally.
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With regards to the implementation of the APLAWS+ servers themselves, it has been found more productive on
shared and single box servers to use the "development server" framework for production services.

APLAWS+ systems either feature a single central installation, running as the servlet user and containing within
various locations linked from /usr/share/ccm (referred to as a ""production server") or as a series of servers contained
under the /var/ccm-devel/web directory (referred to as "development servers").

Aside from the debug levels in the server.xml (or srun configuration in the resin.conf) the main differences between
the development and live servers are governed by the CCM properties.

By configuring a development server using the standard bundle's integration.properties file, it is possible to combine
the user separation of a development server with the tuning of a live system, which is a major boon when running
multiple instances on a single server.

Also, for performance levels, the parameters in the current system to consider are:
» waf.runtime.jdbc_pool_size - this should be 100 on a live system
« waf.runtime.query_cache_size - should be 4000, to give a slightly more modest performance improvement

» com.arsdigita.london.search.num_threads - should be around 20 to improve search performance during high
traffic

» waf.web.cache_policy - this should be set to 'user’ on a live system. Setting this to ‘world' gives slightly better
performance but has led to reports of inappropriately cached admin pages.

Finally the size of the memory allocation pool for the JVM should be increased on your system, usually by setting
a JAVA_OPTS variable in your envvars file.

9.1.3. Change Management

When considering change management in APLAWS+, it is necessary to remember that there are two separate code
bases involved, namely the Java source which makes the actually Java byte-code and the HTML / JavaScript /
CSS /JSP / XSL code which governs the styling of the system.

The two codebases are managed in slightly different ways.

For the underlying Java source it is recommended that the official source tree is followed to avoid replicating work
and to ensure that enhancements and fixes by different contributors do not conflict

Because of the complexity of the code base a continuous integration method should be used with the server. The
purpose of this is to continually check the validity of the code base to ensure that no-one has contributed a change
that breaks the build. It is good practice to use a customized Cruise Control installation to ensure that this happens
internally.

Once a change to the Java code has been made, the resulting packages (built manually or via a continuous integration
setup) can be installed on a test system (either a separate system or a chroot). Only once the code has been tested
there can it be rolled out to the other servers.

However once deployed to a server, any other servers on that box must also be updated, either redeploying entirely
or by issuing a ‘ccm hostinit'.

Also any database changes required to match code changes must be accompanied by a SQL script to do this. The
exact details of the control of releases is still being worked on, but the best place to document the required upgrade
is in the package as a script.

As a final note it is strongly recommended that changes are not introduced that fundamentally change the default
behaviour of the system. If this is needed (e.g. to get caching on the portal homepage for example) then it is better
to introduce a new parameter to control this than to fork the codebase.
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The styling changes also need a lot of care in managing. Though the details on styling (DI) are covered elsewhere,
the key aspects of this are

» All changes should be placed in CVS, even if only one person is making changes

» All changes must be tested thoroughly before committing back to the CVS repository - one malformed line in
the wrong place can break the entire site

« If managing more than one site strongly consider using themes
» Always tag any deployed release of the styling for future reference.

Deployment of the styling is fairly involved. If running a modified development server, the deployment procedure
is a matter of updating the code in the development directory, then running the following:

$ ccmconfigure
$ ant depl oy
$ ant -buildfile custom xn

where the custom.xml would contain any custom modifications you may wish for your site. These can be as simple
as copying the web.xml to save the hostinit call to modifying the web.xml to include redirects on 404 errors. This
file should be under version control as well.

With a "live" server installation, it is necessary to deploy the site on a development server used for staging purposes,
then copy the entirety of the webapps directory to the live server and run:

ccmhostinit

This requires the CCM_WEBXML parameter to be configured correctly. Scripts will need to be written to handle
any customisations specific to your site.

9.1.4. Backup and Disaster Recovery

As mentioned previously any APLAWS+ backup scheme has to concentrate on the database. Apart from the
weblogs, all of the information on the state of the system is kept there.

Oracle backups should be carried out using a hot backup method. Oracle recovery and restoration is beyond the
scope of this document, but hot backups should be used to backup the system and exports for data migration. It is
also worth making a backup of the Oracle product directory to save time in the event of a restoration.

PostgreSQL backups can be achieved using the pg_dump command. We recommend using the tar format for these,
as it allows the dump to be modified somewhat if reused for migration purposes. Again recovery of these is beyond
the scope of this document, but is far easier than an Oracle recovery. There is no need to backup the PostgreSQL
binaries if you are using an operating system with standardised packages of these.

Were an application server to be lost, the only data to be lost would be the Lucene index files (which can be rebuilt
quite easily) and the deployed styling (which should be kept under version control elsewhere). The cost of losing
an application server is thus downtime on the site rather than loss of data.

If a quick recovery of an application server is required, then having a tarball of a chrooted environment is probably
the fastest way to do this. If your operating system has network-based package management (such as with Debian
or a subscription-paid RedHat distribution) then the packages can be updated directly from in there, followed by
redeploying the styling code which should get the system back up and running again. Chroots do have problems
with user 1D collisions, but for this purpose are very useful.

Finally the backups of the version control system should be checked, to ensure they work properly. Though the
styling will be easier to recreate than re-importing all of the content, it is still a major piece of work.

Beyond that the backup of an APLAWS+ system is like any other system, and all of the usual rules of checking
and validating the backups apply.
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9.1.5. Support Methods

There are a variety of support offerings, from custom development contracts that include enhancements or
amendments, to risk based support contracts. A variety of coverage hours are also available from normal office
working hours to full 24x7.

The risk based contract works for better stability on the system at the expense of limiting external access. Office
hour support is preferred because, apart from the cost issues, problems with the site are far more likely to occur
as a result of actions during office hours. Hardware failure is not the most likely cause of downtime on the system.

In addition, support can include monitoring the systems 24x7 and receiving alerts when there are problems with
the system.

9.2. Specific Installation Case Studies
This section covers detail on how APLAWS+ has been implemented for Fylde, Harrow and Guernsey.
9.2.1. Fylde Borough Council

Fylde Borough Council had an existing APLAWS 5.0 installation, which provided acceptable performance once
caching had been introduced to the system.

The remit for this installation was to implement APLAWS+ on the existing hardware in an effective manner.

A diagram of their system is presented below.

Internet

Firewall

Web Server Application

Server

ISP’s Network

Database
Server

Council’s Network

Figure 3. Fylde Borough Council's APLAWS+ installation

The front-end web server was an externally hosted Windows server running Apache2 with the mod_proxy and
mod_*_cache modules. This was left as was for the migration (as an operating system upgrade was not possible).

The internal boxes were both reinstalled with Debian GNU/Linux 3.0 (aka Woody), and on both boxes a chroot
of Debian 3.1 (aka Sarge) with the APLAWS+ packages was installed.
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This was required for the database due to the version of PostgreSQL in Woody being 7.2.1, and thus too old for
APLAWS+ to run against. Both systems were upgraded using apt-get, updating the base packages within the chroot
and downloading all of the latest packages of the APLAWS+ code from the repository.

From this point the database was populated with the data from the migration server, and the styling on the applic-
ation server was updated from the CVS repository.

Finally all the scripts to handle backups between the boxes and the methods to stop and start the servers were in-
stalled.

9.2.2. Harrow Council

This installation is best demonstrated by the figure below.

Internet

Web Server
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Application
Servers

Development
Server

Database Server
Council’s Network

Figure 4. London Borough of Harrow's APLAWS+ installation

Harrow had an existing 5.2 installation, which needed to be upgraded to APLAWS+, whilst allowing the old system
to continue to operate if needed.

An additional development server was purchased to act as an internal staging and migration server, and cover in-
ternal development.

The application servers however needed to remain on the same version of RedHat Advanced Server, and the updates
needed not to conflict with the 5.2 installation already installed (apart from the ports used).

The "live" installation of the APLAWS+ codebase was found to work well for this, with the single server on each
sitting in fairly well defined directories and no collision of parameter files in /etc/profile.d.
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Server deployment was a matter of deploying to the staging server then archiving the webapps directory, copying
over to each of the application servers and running ccm hostinit. A post installation script covered all of the sundry
loose ends with the deployment.

9.2.3. States of Guernsey

This is a new installation, described by the hardware in the figure below.

Firewall 1

Web Server Database Server Disaster Recovery
* Apache « Live Database Server
* APLAWS+ * Apache

« APLAWS+

+ Backup Database

Figure 5. States of Guernsey's APLAWS+ installation
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